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Figure 1. We propose to model long-term future human behavior by jointly predicting a sequence of future action labels and their realization
as the 3D poses that characterize these actions (characteristic 3D poses). From an input RGB sequence and corresponding actions, we detect
2D poses that are lifted into future 3D pose predictions in forecasted future behavior.

Abstract

We propose to model longer-term future human behav-
ior by jointly predicting action labels and 3D characteristic
poses (3D poses representative of the associated actions).
While previous work has considered action and 3D pose
forecasting separately, we observe that the nature of the two
tasks is coupled, and thus we predict them together. Start-
ing from an input 2D video observation, we jointly predict
a future sequence of actions along with 3D poses charac-
terizing these actions. Since coupled action labels and 3D
pose annotations are difficult and expensive to acquire for
videos of complex action sequences, we train our approach
with action labels and 2D pose supervision from two exist-
ing action video datasets, in tandem with an adversarial
loss that encourages likely 3D predicted poses. Our experi-
ments demonstrate the complementary nature of joint action
and characteristic 3D pose prediction: our joint approach
outperforms each task treated individually, enables robust
longer-term sequence prediction, and outperforms alterna-
tive approaches to forecast actions and characteristic 3D
poses.

1. Introduction

Predicting future human behavior is fundamental to ma-
chine intelligence, with many applications in autonomous
driving, robotics, mixed reality, and more. For instance, an
autonomous vehicle must predict whether or not a pedestrian
will cross the street based on previous observations, or a
robotic assistant should predict future human behavior while
they perform an activity such as cooking, in order to assist
with ingredients or tools at the right time. This requires
not only predicting the action(s) that will be taken, but also
estimating the corresponding human poses that will occur in
realizing such actions, at least several seconds prior to the
future behavior to enable potential anticipatory action.

We thus propose to jointly forecast action labels along
with the 3D poses characterizing these longer-term future ac-
tions, from an input RGB sequence observation. Prior work
has focused on each task separately: activity forecasting pre-
dicts future action labels without considering the 3D poses
realizing these actions [16, 17, 24, 25, 35], while 3D pose
forecasting focuses on fixed frame rate sequence prediction
limited to single actions in short-term time frames without
considering longer-term action sequences [14, 29, 31, 46].
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We observe that the nature of these two tasks are cou-
pled: predicting action labels with realized 3D poses helps
to encourage richer feature learning and can materialize sub-
category level differences in actions for predicting future
activities, and grounding 3D poses with actions provides
global structure for longer-term forecasting. As shown in
Fig. 1, from a sequence of RGB image observations and
their actions, our method jointly predicts a future sequence
of action labels and their realization as characteristic 3D
poses [11], which are a characteristic representation of the
action being performed (i.e., rather than an arbitrary pose
while performing an action, one in which the action is dis-
tinctly recognizable or articulated). This form of 3D action
pose representation allows for an efficient modelling of long-
term action sequences by focusing on moments of interest.
Together with joint action label prediction, this leads to a
more global view on composite action sequences, rather than
just predicting plausible human body motion.

To learn the mapping from past RGB images to future 3D
poses and action labels, it would be ideal to have a training
dataset with ground truth 3D pose and action annotations
for complex sequences of actions observed in RGB videos.
Unfortunately, no such dataset exists, to the best of our
knowledge. There are RGB video datasets with tracked 3D
poses for limited types of actions (e.g., walking or waving);
and there are video datasets with action labels for complex
sequences of actions (e.g., cooking). However, there is no
single dataset that has both types of annotations, and captur-
ing one would be difficult due to the challenges of setting up
3D pose trackers in settings where people typically perform
complex sequences of actions (e.g., cooking in a kitchen).
Instead, we must learn to lift 2D video observations to 3D
poses and action labels without paired data. To do so, we
train our network on two RGB video datasets mainly used
for action recognition (MPII Cooking 2 [36] and IKEA-
ASM [7]) using losses that measure: 1) how well future
actions are predicted, 2) how well 2D projections of 3D char-
acteristic pose predictions match 2D future video frames,
and 3) how likely those 3D characteristic pose predictions
are with respect to a distribution learned from separate 3D
pose tracking datasets (Human3.6m [20], AMASS [28], and
GRAB [38]). This approach does not require any correspon-
dence between the 2D video and 3D pose data.

Our experiments demonstrate that joint learning of action
behavior and 3D poses with this approach is complementary
– our proposed method outperforms state-of-the-art methods
applied to each task separately. Additionally, we find pre-
dicting actions and their characteristic poses enables more
robust autoregressive prediction for longer-term forecasting.
In summary, our contributions are:

• We propose to forecast future human behavior by jointly
predicting a sequence of action labels and the charac-
teristic 3D poses that represent the actions.

• We do not require any paired 3D poses to 2D action
videos to learn this joint forecasting, instead leveraging
differentiable 2D projection coupled with adversarial
regularization to predict plausible 3D future human
behavior.

• We demonstrate that jointly action labels and charac-
teristic 3D poses results in effective complementary
feature learning, outperforming each task treated indi-
vidually and producing robust longer-term sequence
prediction.

2. Related Work
3D Human Pose Forecasting. Forecasting 3D human
poses has been studied in many previous works that not
only recognize observed 3D poses but also predict future
ones. The pose forecasting task is often formulated as a
3D sequential motion prediction task, taking an input 3D
sequence of poses and predicting an output 3D sequence
of poses at a fixed frame rate, e.g., that of a camera cap-
ture. For short-term future prediction (up to ≈ 1 second),
recurrent neural network-based approaches have achieved
impressive performance [2, 10, 15, 18, 22, 32, 43]. As RNNs
tend to struggle to capture longer-term dependencies with a
fixed size history, graph and attention-based approaches have
been proposed to encode temporal history [29, 31, 39]. Ad-
ditionally, various approaches have been proposed to model
future human motion stochastically to produce diverse future
sequence predictions [3, 6, 30, 45, 46].

These approaches tend to follow a time-based paradigm,
which can make longer-term prediction difficult – for in-
stance, a series of several actions may be performed under a
variety of plausible speeds, which induces a significant ambi-
guity in a time-based prediction. To address this issue, [11]
introduced the task of forecasting characteristic 3D poses,
which are salient keyframe poses corresponding to the next
actions to be performed. These goal-based poses are more
semantically meaningful and consistent across different ac-
tion sequences than time-based ones, and thus are better for
long-term forecasting [11]. However, they focus only on
predicting 3D human poses from 3D observed inputs, and
train with 3D pose supervision, which limits applicability to
common scenarios where 3D inputs and ground-truth are not
available. In contrast, we aim to forecast from 2D observed
inputs only. Additionally, we make use of an autoregres-
sive forecasting approach to enable longer-term sequence
prediction of such characteristic 3D poses.

Human Action Forecasting. Action forecasting has been
studied by many approaches to predict future actions from
an input video sequence. Various methods have devel-
oped to learn effective representations, including Hidden
Markov Models [25], recurrent neural networks [1, 21, 44],
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Figure 2. Our approach takes as input a sequence of RGB images, from which 2D poses are extracted, as well as their corresponding action
label and objects. Each input is encoded and fused together to jointly predict the next action label and characteristic 3D pose. 2D action
video data is used to supervise the action and pose such that its projection matches the ground truth future frame, with an adversarial 3D loss
encouraging valid 3D pose prediction.

transformer-based networks [17], and self-supervised feature
learning [19, 40]. Such method focus only on characterizing
anticipation with action labels only, while we aim to predict
a richer characterization of the anticipated future in incor-
porating a characteristic 3D pose representative of a future
action goal in a sequence of action-pose predictions.

Joint Action and 2D Human Pose Forecasting. The ad-
vantages of jointly forecasting human actions with their 2D
pose realizations has been studied in several works [26, 47].
Zhu et al. [47] proposed a method for forecasting 2D hu-
man poses together with corresponding action labels, for
actions up to 1 second in the future. In [26], the authors
show the usefulness of jointly predicting 2D hand placement
and actions. Our goal is to predict a 3D representation of
the characteristic pose associated with the predicted action
for longer-term forecasting of multiple action steps, many
seconds into the future. We demonstrate the complementary
nature of 3D reasoning, which also enables a wide variety
of potential applications by providing spatial information,
which is lacking in the 2D representation.

Goal-Driven Future Prediction. Goal-driven forecasting
has also been explored beyond action label forecasting. In
addition to the previously-mentioned characteristic 3D pose
prediction of [11], goal-oriented forecasting has been lever-
aged to predict goal locations for future human walking
trajectories [8], as well as future video sequences by predict-
ing goal events as keyframes [5, 13, 23, 34]. We build upon
these ideas by introducing a new goal-driven method for joint
action anticipation and characteristic 3D pose forecasting.

Our approach is the first to address 3D pose forecasting
without 3D input observations - a notably more challenging
task than pose estimation from an image, as future motion
that does not match the 2D observations must be generated.
We demonstrate that simultaneously predicting 3D poses
and actions is complementary and believe this will facilitate
further research in 3D pose forecasting.

3. Method Overview

Our method aims to learn to jointly model future human
actions along with the characteristic 3D poses representative
of those actions. From a sequence of RGB image obser-
vations of a person performing a series of actions and the
corresponding action labels, we predict a sequence of future
action labels and 3D poses characteristic of these actions.
This enables joint reasoning of not only global semantic
behavior but also the physical manifestation of forecasted
behavior.

An overview of our approach is shown in Fig. 2. For an
input sequence S = {(Ii, ai, oi)} of N RGB images Ii with
the corresponding actions ai and involved objects oi, we
aim to predict the future M actions {âk} that will be taken
along with their characteristic poses in 3D {Ŷk}. We define
the human pose as a collection of J body joints at salient
locations, so each output pose Ŷk is predicted as a set of J
3D coordinates.

From the input images, we extract information about the
previous 2D pose movement by detecting 2D poses {Xi},
each with J 2D joints, with the state-of-the-art 2D pose esti-
mator OpenPose [9]. We then encode this information along
with previously observed action and object labels to predict
the next future action label âk and characteristic 3D pose Ŷk.
We can then forecast a future sequence by autoregressively
predicting a series, considering the 2D projections of the pre-
viously predicted 3D poses along with previously predicted
actions as input to a new prediction.

In the absence of coupled 3D pose data to complex 2D
action video, we supervise forecasted poses to align to the
detected 2D poses in future video, and constrain the poses to
be valid in 3D with an adversarial loss against an arbitrary
set of 3D poses. This does not require any correspondence
between 3D pose data and 2D video, and we can thus train
with a database of unrelated 3D poses.
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4. Joint Forecasting of Actions and Character-
istic 3D Poses

Our network takes as input the previous 2D observations
{Xi} extracted from the {Ii} images, as well as action and
object labels {ai} and {oi}. Since we only predict action
labels, object labels are given from the objects seen at the
beginning of the sequence, and subsequently re-used for
the entire sequence. Each of these are encoded in parallel
with three separate encoders; the actions and objects with
simple MLPs while the poses are projected into latent space
with a single linear layer and then processed with a stack of
three residual blocks. These encoded features are then all
concatenated together, and processed jointly with an MLP to
produce a latent code z. Finally, we decode both poses and
actions in parallel based on z using an MLP decoder each,
yielding the next action label class as a vector âk ∈ RNa and
3D characteristic pose Ŷk ∈ RJ×3, with Na the number of
action classes. For a more detailed architecture specification,
we refer to the appendix.

We jointly learn future action labels and characteristic 3D
poses by supervising âk and Ŷk to match the observed future
2D video, and constrain Ŷk to form a valid 3D pose by an
adversarial loss, optimizing for the overall loss:

L = λactionLaction+λpose2dLpose2d+λadv3dLadv3d, (1)

where Laction denotes the action loss, as described in
Sec. 4.1, Lpose2d and Ladv3d constraining the predicted pose,
as described in Sec. 4.2, and the λ weighting each loss.

4.1. Action Forecasting

Predicted future actions are decoded from the latent code
z by an MLP decoder to predict the action class âk, super-
vised by cross entropy with the ground truth future action:
Laction = CE(âk, a

gt
k ).

4.2. Characteristic Pose Forecasting

Our goal is to forecast complex action behavior not only
in terms of action labels, but also manifested as a sequence
of characteristic poses in 3D. Since we only have 2D pose
annotations available, we first constrain these poses to rep-
resent future actions in 2D and make use of an adversarial
regularization in 3D. This does not require any correspon-
dence between 2D and 3D data, only a collection of valid
3D poses, which are readily available.

Differentiable 2D Projection

Our generator network predicts the next characteristic action
pose Ŷk as a set of 3D joints. To constrain Ŷk based on
the target future 2D pose Xgt extracted from the ground
truth future image, we differentiably project Ŷk into the 2D

image with given camera parameter intrinsic K and extrinsic
rotation and translation R, t:

X̂ = K(RŶk + t) (2)

Since we learn from third-person video with a fixed cam-
era, we can use the same camera parameters for all sequences
used for training. We can then define the 2D pose loss as the
mean squared error between the projected pose prediction
and the ground truth:

Lpose2d = ||Xgt − X̂k||22 (3)

Note that we only predict the J joints that have been
observed in the video data (excluding any joints that remain
occluded in the observed video data), so this loss can be
applied to all predicted joints.

Adversarial 3D Pose Regularization

While the action and pose prediction loss provide effective
predictions when considered in the 2D projections, the Ŷk

remain underconstrained in 3D and thus tend to exhibit large
distortions and implausible bone lengths and angles, when
trained with only 2D supervision. We thus constrain the
predicted poses to form valid 3D poses by formulating an
adversarial 3D loss from a critic network which that is si-
multaneously trained to distinguish predicted poses from a
database of real 3D skeleton samples. Note that there is no
correspondence between these skeletons and the 2D poses
extracted from the action video sequences – any database of
3D skeletons can be used. We can thus train our approach
with an entirely uncorrelated 3D pose dataset without requir-
ing 3D pose annotation to action video.

We then formulate Ladv3d as a Wasserstein loss [4], train-
ing the critic network in an alternating fashion with the
generator. This enables effective forecasting of future 3D
characteristic poses for predicted future action labels, with-
out requiring any 3D observations as input.

In order to enable the critic network to learn effectively
about likely intrinsic pose constraints (e.g., lengths, kine-
matic chains, or valid joint angles), the critic takes as input
not only the 3D joint locations of Ŷk but also their kinematic
statistics as a matrix Ψ, following [41, 42].

Ψ encodes joint angles and bone lengths as Ψ = BTB,
where B = (b1, b2, . . . , bb) is a matrix with columns bi =
jk − jl representing the vectors between each joint jk and jl.
Ψ then contains bone lengths l2i on its diagonal, and angular
representations on the off-diagonal entries.

4.3. Sequence Prediction

In order to forecast longer-term future behavior, our 3D
pose predictions enable a natural autoregressive sequence
prediction by taking the predictions X̂t, ât at time step t as
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MPII Cooking II IKEA ASM
2d 3d Action Accuracy 2d 3d Action Accuracy

Approach MPJPE [px] ↓ Quality ↑ top-1 ↑ top-5 ↑ MPJPE [px] ↓ Quality ↑ top-1 ↑ top-5 ↑
Zero Velocity 118 – – – 74 – – –
Train Average 166 – – – 91 – – –
AVT [17] RGB – – 19% 48% – – 22% 60%
AVT [17] RGB+Skeleton – – 20% 46% – – 23% 59%
RepNet [42] + DLow [46] 89 0.70 – – 51 0.30 – –
RepNet [42] + GSPS [30] 75 0.57 – – 55 0.11 – –
Ours 50 0.55 29% 62% 40 0.31 29% 63%

Table 1. Quantitative comparison with state-of-the-art action anticipation and 3D pose forecasting methods. Our joint forecasting approach
enables more accurate future action and pose predictions.

part of the input for time step t + 1. We can thus predict
a sequence of M future action labels and characteristic 3D
poses; we use M = 10 for MPII Cooking II [36] and M = 5
for IKEA-ASM [7], respectively.

4.4. Training Details

We train our approach for the J = 9 joints commonly
seen across the input observed video data, characterizing the
upper body in MPII Cooking II [36] and IKEA-ASM [7].

Additionally, we use loss weights λaction = 1e6, λpose =
1, and λadv3d = 1, empirically chosen to numerically bal-
ance each individual loss with the others.

We train our approach on a single NVIDIA GeForce RTX
2080TI for ≈ 12 hours until convergence. We use an ADAM
optimizer with batch size 4096, weight decay 0.001, and
a constant learning rate of 0.0001 for both generator and
discriminator.

4.5. Data Preprocessing

We train and evaluate our approach on two datasets: MPII
Cooking II [36] and IKEA-ASM [7]. Both datasets con-
tain sequences of human actors performing complex actions,
and provide annotations of finer-grained sub-actions. More
specifically, MPII Cooking II [36] is an action recognition
dataset with 272 complex cooking sequences, where each
sequence contains an average of 35 annotated sub-actions.
In each sequence, one global cooking action is performed by
one human actor; action sequences are not scripted, leading
to diverse and natural human behavior. IKEA-ASM con-
tains 370 unscripted sequences of actors assembling IKEA
furniture, with an average of 15 annotated sub-actions.

In both datasets, each action sequence has been filmed
from a fixed camera setup; the third-person point of view
enables straightforward extraction of 2D poses with an off-
the-shelf 2D pose estimator, in our case OpenPose [9].

We consider the 9 upper-body joints of the OpenPose
skeletons, as the other joints are almost always occluded
in the video observations, and remove global translation by
centering each 2D pose at the neck joint.

Characteristic poses, in contrast to an arbitrary pose
within a labeled action range, should be the most representa-
tive pose of that action, and are annotated for each sub-action
in each sequence as the most articulated pose representing
the action. All annotations were performed by the authors
within a time span of 5 days, yielding a total of ≈18,000
characteristic poses (≈12,000 from MPII Cooking II and
≈6,000 from IKEA-ASM) across all action sequences.

For the 3D adversarial loss, we used a set of ≈800,000 hu-
man poses from popular 3D pose datasets: Human3.6m [20],
AMASS [28], and GRAB [38]. Note that none of these 3D
poses have any correspondence with the 2D posed actions
from the MPII Cooking II dataset, instead depicting various
human skeletons in natural and diverse poses.

5. Results
We evaluate sequence forecasting of action labels and

characteristic 3D poses on the MPI Cooking II [36] dataset,
which contains action annotations for complex third-person
video of people cooking. To evaluate predicted 3D pose
quality, we compare to ground truth high-fidelity, motion-
tracked poses from GRAB [38] to represent real pose quality.

5.1. Evaluation Metrics

2D Pose Error. We evaluate predicted pose error pro-
jected into 2D, in comparison with 2D poses extracted from
ground truth future frames using [9]. We use the mean
per-joint position error (MPJPE) [20] in 2D: EMPJPE =
1
M

∑M
j=1 ||X̂ −Xgt||22.

3D Pose Quality. In the absence of annotated ground truth
3D poses for the action video sequences, we measure the
quality of predicted 3D poses as how distinguishable they
are in comparison to a set of real 3D poses. We follow
[3] and evaluate quality by training a binary classifier on
50,000 human poses generated at different training steps
(representing examples of unrealistic 3D poses) and 50,000
real 3D pose samples. For classification accuracy a of this
classifier, quality is measured as 1 − a, with a quality of 1
indicating full indistinguishability from real poses.
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Figure 3. Action accuracy over time. Our joint action-characteristic
pose forecasting enables more robust autoregressive action fore-
casting than action prediction without considering pose.

Action Accuracy. We report the action accuracy of the
predicted sequences, as the mean over all sequences in the
test set. We evaluate the top-n accuracy based on whether
the ground truth action is among the n highest scoring pre-
dictions, for n = 1 and n = 5, following [17].

5.2. Comparison to State-of-the-Art 3D Pose Fore-
casting

Tab. 1 compares our method to state-of-the-art 3D pose
forecasting methods DLow [46] and GSPS [30]. Since both
methods expect sequences of observed 3D human poses as
input, we first apply a state-of-the-art 3D pose estimator [42]
on our extracted 2D input poses, producing 3D pose inputs
and supervision for training these forecasting methods.

We then train both 3D pose prediction methods from
scratch on this generated data, using their original parameter
settings. Each method takes as input a pose history of M
poses and outputs a sequence of M poses, analogous to our
setup where each pose is a characteristic pose corresponding
to an action step (M = 10 for MPII Cooking II and M =
5 for IKEA-ASM). Our approach to lift 2D to future 3D
poses and actions in an end-to-end fashion enables more
effective pose forecasting than these state-of-the-art 3D pose

2D 3D Action Accuracy
Poses MPJPE [px] ↓ Quality ↑ top-1 ↑ top-5 ↑

Uncoupled 75 0.29 28% 59%
Middle 58 0.45 26% 57%

Random 67 0.37 22% 55%
Characteristic 50 0.55 29% 62%

Table 2. Ablation on pose forecasting on MPII Cooking II [36]. We
consider pose prediction following state-of-the-art pose forecasting
as decoupled from actions (uncoupled), as well as poses coupled to
actions in various fashions: middle (the middle pose of an action
range), random (a random pose of the action), and our characteristic
pose prediction, which most benefits action prediction.

forecasting approaches on both datasets.

Statistical 2D Baselines. We additionally compare with
two statistical baselines in 2D, following [11]: the average
target train pose, and a zero-velocity baseline which was
introduced by Martinez et al. [32] as competitive with state
of the art. We outperform both baselines, indicating that our
method learns a strong action pose representation.

5.3. Comparison to State-of-the-Art Action Label
Forecasting

We compare the action accuracy of our joint action-pose
forecasting to AVT [17], a state-of-the-art action anticipation
method, in Tab. 1. We train and evaluate AVT on input RGB
frames and their action and object labels, similar to our train-
ing setup, and use their original training settings initialized
with a pre-trained vision transformer [12]. Additionally, as
we consider extracted 2D poses from the input RGB im-
ages, we also evaluate a variant of AVT that is trained and
evaluated on RGB images and 2D pose images (+Skeleton).
Our approach outperforms AVT in both these scenarios, by
jointly predicting future actions and characteristic 3D poses.

We followed the training and evaluation protocol of AVT,
and report AVT scores using their autoregressive action label
prediction method.

5.4. Ablation Studies

What is the effect of pose forecasting on long-term action
understanding? Tab. 3 shows that there is a notable im-
provement in action accuracy between training only with an
action loss vs. training action and 2D pose loss jointly. This
becomes more apparent when training action only vs action
and full pose prediction (2D and 3D losses). In addition,
Fig. 3 shows the correspondence between autoregressive pre-
diction length and action accuracy: jointly forecasting poses
and actions is enables more robust autoregressive forecasting
over time. We conclude that pose forecasting is beneficial
for long-term action understanding.

How does action forecasting affect pose prediction perfor-
mance? Tab. 3 demonstrates that pose forecasting trained
jointly with action prediction is complementary and enables
more accurate pose prediction.

What is the effect of characteristic pose forecasting?
Since state-of-the-art pose forecasting focuses on fixed frame
rate predictions independent of actions, we compare with
such joint forecasting of action and pose where predicted
poses are sampled at equally spaced points in time in Tab. 2
(uncoupled). Additionally, we consider alternative poses to
forecast for each action rather than a characteristic 3D pose
(middle of the action, random in the action). Forecasting
characteristic 3D poses along with action labels enables the
most benefit to action forecasting.
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MPII Cooking II IKEA ASM
Losses During Training 2D 3D Action Accuracy 2D 3D Action Accuracy

Action 2D Proj. 3D Adv. MPJPE [px] ↓ Quality ↑ top-1 ↑ top-5 ↑ MPJPE [px] ↓ Quality ↑ top-1 ↑ top-5 ↑
✓ × × – – 21% 50% – – 24% 59%
✓ ✓ × 62 0.10 26% 60% 46 0.05 27% 60%
× ✓ × 54 0.21 – – 44 0.09 – –
× ✓ ✓ 58 0.53 – – 43 0.29 – –
✓ ✓ ✓ 50 0.55 29% 62% 40 0.31 29% 63%

Table 3. Ablation on the effect of the action, 2D projection, and 3D adversarial losses. Combining all together for joint forecasting enables
complementary learning to produce the best performance.

5.5. Qualitative Results

Qualitative evaluations for the predicted poses are shown
in Fig. 5 on data from MPII Cooking II [36] and in Fig. 4 on
data from IKEA-ASM [7]. We compare our approach with
state-of-the-art 3D pose forecasting of DLow [46] and GSPS
[30]. For each method, we show a 3D body mesh in addition
to the predicted 3D pose joints, to more comprehensively
show the 3D structure of the forecasting results; we obtain
the body meshes by fitting an SMPL [27] model to each
methods’ predicted 3D body joints.

As there is no 3D ground truth available, we show the
camera perspective with background for context as well
as without background for a 3D pose only version. The
two views demonstrate the fit to the ground truth 2D along
with the quality of the 3D pose, respectively. Our approach

leads to poses that better follow the ground-truth action
poses in 2D compared to both previous methods while still
maintaining a valid pose structure in 3D. Notably, this is
true for both datasets, as our approach effectively forecasts
the different data characteristics of both cooking as well as
furniture assembly. In particular, our joint action-3D pose
forecasting enables more accurate forecasting with diverse
and accurate 3D pose structures.

5.6. Limitations

While we have demonstrated the potential of joint action
and 3D pose forecasting, several limitations remain. For
instance, our method leverages a separate 2D pose extraction
as input to training, while an end-to-end formulation could
potentially better leverage other useful signal in the input
frames. Additionally, a more holistic body representation

In
p

u
t

D
L

o
w

<rotate= <pick up= <align= <spin= <pick up=

G
S

P
S

Time Time

O
u
r
s

<align= <spin= <align= <spin= <spin=

T
arg

et

<align= <spin= <pick up= <align= <spin=

Figure 4. Qualitative comparison between DLow [46], GSPS [30], and our method on IKEA-ASM [7] data. For each method, we show the
3D predicted pose projected into the 2D target view, without background (left column) and with background for context (right column). Our
joint reasoning captures the individual characteristic action poses more faithfully while producing spatially plausible 3D poses.

7



In
p

u
t

D
L

o
w

O
u
r
s

<wash= <wash= <move lid= <shake= <add=

T
ar

g
et

<wash= <wash= <shake= <take= <add=

<open= <wash= <dry= <throw in garbage= <take= <spice= <screw= <take= <take= <screw=

<spice= <screw= <take= <pour= <screw=

<spice= <screw= <take= <add= <stir=

G
S

P
S

Time Time

Figure 5. Qualitative comparison between DLow [46], GSPS [30], and our method on two sequences (left and right) from MPII Cooking
II [36]. For each method, we show the 3D predicted pose projected into 2D, without background (first row) and with background for context
(second row). By considering both 3D pose and action forecasting together, we more effectively forecast the longer-term behavior.

than pose joints would be important for finer-grained inter-
actions that involve reasoning over small limbs (e.g., hands)
and body surface contact.

6. Conclusion
In this paper, we proposed a new approach to forecast

future human behavior by jointly predicting future action
labels as well as characteristics 3D poses which physically
represent the actions to be performed. Our action and 3D

pose forecasting does not require any 3D-annotated action
video sequences, or 3D input data; instead, we learn complex
action sequences from 2D action video data, and constrain
predicted poses to be valid with an adversarial formulation
against uncorrelated 3D pose data. Experiments demonstrate
that jointly forecasting action labels and characteristic 3D
poses enables complementary feature learning, outperform-
ing each individual task considered separately, and producing
more robust long-term forecasting.
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Appendix

We show in this appendix additional quantitative and
qualitative results (Sec. A and Sec. B), discuss our baseline
evaluation protocol (Sec. C), detail the architecture used
in our approach (Sec. D), and provide additional details
regarding the data (Sec. E).

A. Additional Qualitative Results
Fig. 6 shows additional qualitative results of our method,

on both MPII Cooking 2 [36] (left column) and IKEA-
ASM [7] (right column).

B. Additional Quantitative Results
Analogous to Tab. 2 in the main paper, Tab. 4 shows an

ablation on pose timings and compares our approach of using
characteristic poses to poses taken at regular time intervals
(“uncoupled”) as well as in the middle or at a random time
of an action, on IKEA-ASM [7] data.

C. Baseline Evaluation
We evaluate the performance of our baselines using the

same input data that is available to our method. Pose fore-
casting baselines DLow [46] and GSPS [30] are trained and
evaluated on sequences of our manually annotated charac-
teristic poses. Since there is no ground-truth 3D pose data
available, we first use RepNet [42], a state-of-the-art 3D
pose estimation method, to retrieve 3D skeletons from our
2D characteristic poses. We train this method from scratch
using the same database of valid 3D poses that is available
to our method.

We train action baseline AVT [17] using sequences of our
characteristic pose frames together with the corresponding
action labels as input. We use the default parameters used by
the original authors for their ablation on third-person dataset
50Salads/Breakfast, inputting our RGB frames instead. For a
fair comparison, we also supply the action and object history
for each step by encoding both label sequences with a small
encoder (a single linear layer) each and fuse these features
with the image features generated by the AVT encoder.

We then train two variants of AVT: One with the raw RGB
frames, action history, and object history as input (“AVT
RGB” in the main results figure), and one with additional
2D skeleton input from the skeletons that we extract with
OpenPose [9] (“AVT RGB+Skeleton”).

D. Architecture Details
Fig. 7 shows our architecture in detail with input and

output dimensions for linear layers, and the slope for leaky
ReLU layers.

E. Data
E.1. Camera Parameters

While intrinsic camera parameters are often available in
captured image data, the camera parameters for captured
video were not available from the MPII Cooking 2 [36]
dataset to use for pose projection. We thus optimized for
intrinsic camera parameters from the video sequence data
in correspondence with the 3D scene reconstruction of the
empty kitchen environment, as given by [37].

E.2. Pose Joint Layout

We use the 9 upper-body joints of the native OpenPose [9]
joint layout for skeletons in 2D, and adapt skeletons in our
3D database to use the same format. Tab. 5 shows the cor-
respondence between our joint layout, OpenPose [9], Hu-
man3.6m [20], and SMPL-X [33]. 3D datasets AMASS [28]
and GRAB [38] provide human bodies in SMPL-X format;
we first extract their skeleton joints using their publicly avail-
able code and then convert it into our layout using the corre-
spondences in Tab. 5.

E.3. MPII Cooking 2 Details

We use action labels as annotated in the 2D cooking
action dataset MPII Cooking 2 [36]. These annotations
provide action labels (87 classes) for frame ranges in each
sequence as well as the involved objects (187 classes). We
first cluster similar actions together, yielding a total of 37
action clusters, which we then use as action classes in our
experiments.

In addition, since our goal is to forecast upper-body ac-
tions with objects in the foreground, we remove instances
of poses and corresponding actions that occur in the back-
ground - e.g., when taking out objects from the cupboard, or
from the fridge.

In total, there are 272 cooking action sequences; we create
a random train/val/test split along sequences with a ratio of
70% / 15% / 15%, yielding 190, 40, 40 sequences for each
set.

E.4. IKEA-ASM Details

We use action labels as annotated in the IKEA furniture
assembly dataset IKEA-ASM [7]. These annotations provide
action labels (31 classes) for frame ranges in each sequence;
we use them without explicit object information since each
action already encodes its associated object.

In total, there are 370 furniture assembly action se-
quences; we create a random train/val/test split along se-
quences with a ratio of 70% / 15% / 15%, yielding 227, 48,
48 sequences for each set.
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2D 3D Action Accuracy
Poses MPJPE [px] ↓ Quality ↑ top-1 ↑ top-5 ↑

Uncoupled 64 0.30 28% 56%
Middle 47 0.35 28% 59%

Random 49 0.24 28% 62%
Characteristic 41 0.35 29% 62%

Table 4. Ablation on pose forecasting, on the IKEA-ASM [7] dataset. We consider predicting poses following state-of-the-art pose
forecasting in a decoupled fashion from actions (uncoupled), as well as poses coupled to actions in various fashions: middle (the middle pose
of an action range), random (a random pose of the action), and our characteristic pose prediction, which benefits action prediction the most.

Ours OpenPose Human3.6m SMPL-X
Idx Name Idx Name Idx Name Idx Name
0 head 0 nose 15 head 15 head
1 neck 1 neck 13 thorax 12 neck
2 right shoulder 2 right shoulder 25 right shoulder 17 right shoulder
3 right elbow 3 right elbow 26 right elbow 19 right elbow
4 right hand 4 right hand 27 right wrist 42 right index 3
5 left shoulder 5 left shoulder 17 left shoulder 16 left shoulder
6 left elbow 6 left elbow 18 left elbow 18 left elbow
7 left hand 7 left wrist 19 left wrist 27 left index 3
8 hip 8 mid-hip 0 hip 0 pelvis

Table 5. Joint layout used in our experiments, for both 2D and 3D skeletons.

E.5. Dataset Contents and Licenses

New Assets. We modify existing datasets for our approach,
without creating any assets from scratch. The code and nec-
essary steps for recreating the data will be made public; the
license terms of the used datasets prohibit us from directly
providing our modified dataset.

Personally identifiable information or offensive content
The datasets used contain footage of humans in action. The
original authors of each dataset made sure not to include
content that could be used to personally identify the actors
involved. There is no offensive content contained in any of
the datasets we use or in the modified version created for our
approach.

GRAB [38]. The license can be found here. It grants
permission to use the dataset for non-commercial scientific
research only and prohibits distribution. Consent for using
the dataset was given by the original authors, as each user
is required to sign up and agree to the license terms prior to
downloading any data. All subjects depicted gave written
consent allowing their recordings to be used under the terms
of this dataset.

AMASS [28]. The license can be found here. It grants
permission to use the dataset for non-commercial scientific

research only and prohibits distribution. Consent for using
the dataset was given by the original authors, as each user
is required to sign up and agree to the license terms prior to
downloading any data. All subjects depicted gave consent
allowing their recordings to be used under the terms of this
dataset.

Human3.6m [20]. The license can be found here. It grants
permission to use the dataset for academic use only and
prohibits distribution. Consent for using the dataset was
given by the original authors, as each user is required to sign
up and agree to the license terms prior to downloading any
data. All subjects depicted are professional actors who gave
consent allowing their recordings to be used under the terms
of this dataset.

MPII Cooking 2 [36]. The license can be found here. It
grants permission to use the dataset for academic use only
and prohibits redistribution. Consent for using the dataset
was given implicitly by the original authors, as the data
is freely accessible from their website, under their license
terms. All subjects depicted are paid students who gave
consent allowing their recordings to be used under the terms
of this dataset.
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Figure 6. Additional qualitative comparison between DLow [46], GSPS [30], and our method on two sequences (left on MPII Cooking
2 [36], right on IKEA-ASM [7]). For each method, we show a the 3D predicted pose projected into the 2D target view, without background
for a pose only version (first row) as well as with background for context (second row).

IKEA-ASM [7]. The license can be found here. It is li-
censed under the terms of the Creative Commons Attribution-
NonCommercial 4.0 International License which means it
may be used for research and educational purposes as long
as appropriate credit is given. All subjects depicted gave
consent allowing their recordings to be used under the terms
of this dataset.
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